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Abstract. On one side the complexity of the design of distributed application
systems is usually reduced significantly by using a distributed programming
model that abstracts from the actual distribution and maybe even from the
actual decomposition of the application. On the other side the developer
needs to express the static and dynamic cooperation properties of the distrib-
uted application and therefore needs to control its decomposition and distri-
bution.

An orthogonal distribution language(ODL) is presented. It allows the de-
veloper to independently describe and adapt the decomposition and distribu-
tion of an application written in a uniform object-oriented and distribution-
transparent language independently; i.e. without affecting the semantics of
the application.

1 Introduction

A distributed application is a system that consists of cooperating components which
run on the nodes of a distributed computer system. Thedistribution of the applica-
tion is defined by the decomposition of the application into distributable units and
their initial and dynamic assignment to the computing nodes; i.e. thedistribution of
the units.

A distributed programming model must abstract from the actual distribution of
the application to reduce the programming complexity and to allow for reusability
and optimization, which can then beorthogonal; i.e. the optimization does not af-
fect the semantics of the application. This orthogonal adaptation of the distribution
for optimization requires a separate programming language, anorthogonal distribu-
tion language. The decomposition of the application into distribution units, their
initial distribution state and their distribution behavior can then be described and
adapted to the requirements.

The need for such an orthogonal distribution language that should complement
the distribution transparent programming model of the distributed operating system
LOCUS has already been recognized by Popek and Walker (from [17]):

“ One can think of the set of functions by which the distributed system
provides service to applications as an effect language. [...] We argue
that aseparate optimization language should be created,orthogonal
to the effect language. The optimization language issemantics free, in
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the sense that whatever is stated in the optimization language cannot
effect the outcome of a program; i.e., cannot change the result of any
statement or series of statements in the effect language. The optimiza-
tion language permits one to determine the location of resources, re-
quest that the system move a resource, etc.” [Boldface not in the orig-
inal]

Uniform object-oriented programming languages likeSmalltalk [9] andEmerald
[2] use only one kind of object definition. they minimalize the restrictions on the
distribution, more specifically the decomposition of an application: The objects de-
fine the minimal decomposition of the application. They are therefore an ideal basis
for applying an orthogonal distribution language.

The distribution language can then be used for statically optimizing the imple-
mentation of objects and for dynamically optimizing their cooperation. To make this
task tractable for the programmer parts of the description must be inferred from
analysis or monitoring of the application.

Chapter 2 discusses the requirements for the programming language and alterna-
tives for the realization of a distribution language. The major aspects of the orthog-
onal distribution language are presented in chapter 3.

2 Describing the Distribution of an Application

The distribution description of an application defines the initial state and the dy-
namic behavior of adistribution system.Its initial state defines their initial distri-
bution. Its behavior prescribes the change of its state. The distribution system reacts
to events of the application (local events) or of the entire distributed system (global
events). An actual distribution results (eventually) in an assignment toloci, like
nodes, that are defined by a run-time system (RTS).This is a simple, but very useful
generalization of the concept of distribution.

2.1 Goals

Two central goals for a distribution system are considered:

• “ Optimization”
The cooperation of objects solving a common task should be improved; e.g. the
communication and management-overhead should be reduced throughcolloca-
tion (clustering) as well as the parallel execution of tasks should be enabled
throughdislocation. The run-time system can define additional kinds of loci that
allow for optimization; e.g. clustering for transfer operations in virtual memory
systems [22].

• Functional properties
In a distributed computer system nodes are assumed to fail independently. The
assignment of objects to nodes therefore affects their failure properties. The run
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time system can define additional kinds of loci that allow the expression of ad-
ditional orthogonal functional properties; e.g. the encapsulation of a set of ob-
jects.

2.2 The Programming Language

An explicit orthogonal distribution description can only be used when the program-
ming language islogically distributed ([3]) and therefore defines distributable units,
but isdistribution transparent, i.e. it abstracts from their concrete distribution (dis-
tribution transparency). The definition of these units implies restrictions on the pos-
sible decompositions of the application. To minimalize these restrictions the pro-
gramming language should only allow the description of a minimal fine-grained de-
composition that can be coarsened by the distribution description.

Uniform object-oriented languages likeSmalltalk[9] , Self[21] andEmerald [2]
satisfy these requirements: an object, as a set of variables and operations, forms a
minimal distribution unit and there is only one kind of object. Except the handling
of errors that result from a distributed execution, these programming languages can
be implemented as distributed languages without sacrificing distribution transpar-
ency and efficiency ([13]).

2.3 Integrating Distribution and Programming Language

An explicit distribution description can be achieved by using two approaches: an ex-
tension to the programming language or a separate distribution language. Most dis-
tributed programming languages provide some of the required extensions to de-
scribe the distribution; like constructs for the decomposition and the explicit assign-
ment to nodes, even though the distribution transparency of the programming
language allows for an orthogonal, and therefore adaptable, description in a separate
distribution language.

The decision for the second approach is motivated by contrasting the effects of
both approaches on the following areas:

• Distribution transparency of the programming language
Combined approach: The distribution becomes part of the state of the applica-
tion. Therefore distribution transparency canno longer be guaranteed.
Separate approach: The distribution transparency is not affected.

• Reusability of classes
Combined approach: Classes can be reused by instantion or inheritance. Both
kinds of reuse are hindered. To reuse a class it not only must satisfy the require-
ments with respect to its functional behavior but with respect to its distribution
behavior as well. When inheriting from a base class, the subclass must now con-
sider the distribution properties of its parent class which leads to an undesirably
strong coupling.
Separate approach: Different distribution descriptions can be assigned to ob-
jects of the same class or to objects of a subclass, depending on their use. The
reusability of classes is not compromised.
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• Adaptability of the distribution description
Combined approach: The distribution description is given as part of the class
description. An extension of this description requires changes to the class. Oth-
erwise only parts of the existing description can be chosen; e.g. by parameter-
izing.
Separate approach: The distribution properties of an object can be adapted stat-
ically and dynamically to their use in the application without access to the
source code of the classes.

• Complexity for the programmer
Combined approach: The programmer needs to know only one language. The
required extensions to the language add a moderate amount of complexity.
Separate approach: The programmer has to learn a new language with concepts
that differ substantially from those of the programming language.

• Expressiveness of the distribution language
Combined approach: The distribution description is severely limited by the con-
cepts of the programming language. In an object-oriented language, for exam-
ple, it is hard or impossible to describe the reaction to events.
Separate approach: The distribution system can be described in an adequate de-
scription model. Only concerns for simplicity and efficiency limit the expres-
siveness of the distribution language. In addition, the distribution system must
not interfere with the application: it can only monitor its state, not change it.

The approach taken to define a separate orthogonal distribution language was cho-
sen for the following reasons:

• it avoids the reusability problems
• an adequate description model can be used
• it allows for an easier adaptation of the distribution description of an application

3 The Distribution Language

3.1 The Distribution Model

The distribution model forms the base for the definition of the state model of the
distribution language. It describes what kinds of loci the run-time system defines as
well as the permissible assignments to these loci. Only two kinds of loci are intro-
duced whereas, in principle, any number could be used:

• nodes —The distribution on nodes can be used in two ways: to optimize and to
describe failure properties of objects; i.e. dependent or independent failure. The
following properties of nodes are assumed:

– independent failure:Nodes fail independently.
– mobility: Assignment to nodes can be changed at any time.
– unique assignment:

An object must be assigned to exactly one node at a time. Run-time systems
that allow for the transparent replication of objects, i.e.Amber[6] and the
system described in [15], are not considered.
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• capsules —Capsules allow for the description of the encapsulation of a set of
objects. Objects that are assigned to a capsule are protected from objects as-
signed to a different capsule. This purposely resembles an address space that is
independent from the assignment to nodes.
An object can only initially be assigned to any number of capsules.

3.2 The State Model

The state model of the distribution system defines how an actual distribution is rep-
resented in the distribution system. Two observations motivate the choice of the
model:

• relative distribution
The key to an abstract problem-oriented distribution description is to abstract
from the properties of the nodes and to consider them as freely exchangeable,
i.e. there are no restrictions on the mobility of objects. The assignment of ob-
jects to nodes and capsules can then be described indirectly by the relative po-
sition of pairs of objects. Distribution associations between pairs of objects im-
ply restrictions on the assignment to nodes and capsules. A consistent set of dis-
tribution associations characterizes a set of permissible assignments to nodes
and capsules. It is the task of the run-time system to choose one particular as-
signment according to the goals of its global distribution system.

• distribution of potential objects
The distribution system cannot influence the creation and destruction of objects,
it can just observe it. Therefore distribution associations relate to potentially ex-
isting objects. The set of the actual existing objects determines which distribu-
tion associations can be effective. The set of distribution associations therefore
defines a potential relative distribution of which the effective relative distribu-
tion is a subset.

This kind of a relative potential distribution offers among others two advantages
compared to a direct assignment to the loci in the run-time system:

• problem-oriented —The required distribution properties of objects can be di-
rectly specified in terms of object associations, an important concept in the ob-
ject-oriented paradigm [18].

• abstract —The description does not unnecessarily restrict the distribution sys-
tem of the run-time system. These distribution systems can coexist.

Three kinds of relative placements of objects must be expressible: collocation, dis-
location and indifference. A collocation association prescribes the assignment to a
common locus, a dislocation association prescribes the assignment to different loci
and indifference association prescribes an independent assignment. The last one is
necessary to explicitly override inferred associations. All three kinds of associa-
tions must be defined for every kind of locus, here nodes and capsules. To allow for
a static optimization, mutable and immutable distribution associations must be dis-
tinguishable.
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A relative distribution is completely determined if, between all pairs of objects
for all kinds of loci, there exists a collocation or a dislocation association. The dis-
tribution associations could be used to describe distributions that are invalid in the
distribution model and therefore cannot be realized by the run-time system. A rela-
tive distribution isconsistent if it only describes valid distributions in the distribu-
tion model and therefore satisfies the following requirements:

– The distribution associations of one kind of locus are exclusive; e.g. two objects
may not be collocated and dislocated at the same time.

– The distribution associations must be satisfiable by assigning each object to ex-
actly one node. Therefore if one assumes that the associations in the transitive
closure of the collocation association are implicitly defined then they must be
consistent with the dislocation associations.

The distribution associations of capsules are immutable. Therefore changes are only
possible for node associations. Changes of an association between a pair of objects
may lead to an inconsistent relative distribution.Destruction of a distribution asso-
ciation means a change from a collocation or a dislocation into an indifference as-
sociation. This change always leaves the relative distribution consistent.Creation
of a distribution association means a change from an indifference association to a
collocation or dislocation association.Reversionmeans a change from a collocation
to a dislocation association or vice versa. The creation or reversion of a distribution
association may lead to an inconsistent relative distribution. In this case the changes
are inconflict with existing associations. A conflict can be solved by abandoning
the change or by destructing the conflicting associations. Figure 3.1 shows possible
conflicts and their resolution by destructing conflicting associations.

Fig. 3.1 Conflicts and their resolution

collocation

dislocation

desired change

Conflict during creation or reversion of associations

Conflict resolution by destruction of conflicting associations

destruction

(1)

(2)

(1)
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3.3 Implementation Considerations for the State Model

The run-time system must implement the state model described above.Cluster and
distribution groups are introduced to represent immutable and mutable collocation
associations. They could be considered as a new kind of locus to which the run-time
system assigns application objects, depending on their collocation associations.
[20] and [10] discuss the concept and possible implementations of clusters and dis-
tribution groups. Figure 3.2 gives an overview of the transformation of the relative
distribution of potential objects into a direct assignment of objects to clusters, of
clusters to distributions groups and of distribution groups to nodes. This last assign-
ment must respect the dislocation associations between distribution groups but it is
otherwise controlled by the run-time system. The analogous diagrams for the distri-
bution on capsules have been omitted for brevity.

collocation

Distribution system of the application

Relative distribution of

Distribution system of the run-time system

Fig. 3.2 Implementing the state model
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immutable

collocation

dislocation

mutable

potential objects
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direct distribution
on clusters and
distribution groups

distribution

cluster

group

direct distribution of
distribution groups
on nodes
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3.4 Inferring Distribution Associations

In order to reduce the overhead of describing the distribution system of an applica-
tion it is essential —at least partially— to infer the description that can then be
adapted and supplemented by an explicit description. This is only sensible for dis-
tribution associations referring to nodes because protection requirements can hardly
be inferred. There are two kinds of information with respect to their collection time:

• static (a-priori) information —Static information can be used for static and dy-
namic optimizations and can be gathered by

– textual analysis of the application systems code and configuration
Information valid for all possible use cases can be collected and used to heu-
ristically derive distribution associations.

– monitoring of test runs of the application
The information collected can hardly be generalized when the information
is not collected in test runs for all relevant use cases. General heuristics are
hard to identify. This is mostly useful to improve and validate the explicit
distribution description.

• dynamic information —Dynamic information can be used for dynamic optimi-
zation only. The information is collected by monitoring an actual run of the ap-
plication. Collecting information is not always possible. It involves substantial
overhead and can hardly be used for prediction of the future behavior of objects.
This is mostly useful for long term strategies like load balancing.

For the reasons given above only the textual analysis of the application code is dis-
cussed. Central to the distribution of an application is its decomposition into clus-
ters through the specification of immutable collocation associations. A starting
point for this decomposition is to look for object sets that are closed with respect to
communication. In the object-oriented paradigm this translates into limitations on
the flow of object-references in the system, also known asaliasing [1]. For a static
immutable clustering of objects only invariant limitations can be considered. The
simple heuristic considered here is found in one form or the other in nearly any dis-
tributed programming language: When an object only has one potential owner-ob-
ject; i.e. one that owns a reference to it, then it is usually sensible to collocate them
immutably. When an object has a few potential owner-objects that are all collocated
immutably then it is again sensible to collocate the object immutably with its owner-
objects. In this case a set of objects will be called anisland following [12]. An Is-
land can be more precisely defined as follows:

A set of objects that may use each other arbitrarily but cannot be used by objects
not in this set —except one object calledgate— is called anisland. An island is
calledopenif an object beside the gate object potentially uses an object not in the
island, otherwise it is calledclosed.

An open island can be constructed starting from a given gate object as follows:
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• An object is calledprivate if there is only exactly one potential owner-object
during its lifetime. The transitive closure ofprivate will be calledindirect pri-
vate. The gate object and all its private and indirect private objects are members
of the initial set.

• All objects that can potentially only be used by the objects of the current set are
added to the current set yielding a new set. This step is repeated until no more
objects can be added. The resulting set is the island of the gate object.

The closed island for a given gate object can be constructed by successively elimi-
nating objects that potentially use objects that are not in the island. The heuristic
described above can now be used for islands: all objects in an island are collocated
immutably. An island therefore corresponds to a (potential) cluster. The islands of
an application system form a partial ordering with respect to set inclusion and define
thus a hierarchical decomposition of the application into potential clusters. Figure
3.3 shows an example of such a hierarchy of open and closed islands.

The largest islands are used as a basis for the description of the actual decompo-
sition by the programmer. Refinements are necessary when objects should be work-
ing on tasks in parallel or when the assumption underlying the heuristic does not
hold, e.g. an object in an open island communicates more intensely with an external
object than with the objects in its island.

3.5 Cooperations

The central goal of a dynamic distribution system is the “optimization” of the coop-
eration of objects. Objects cooperate by communicating or by concurrently working
on a common task. The goal of the distribution system is to decrease the communi-
cation overhead by collocating objects and to increase the parallelism by dislocating
objects.

The cooperation of a set of objects is modeled by dynamiccooperation associa-
tions, or shortcooperations, to keep the concepts close to the object-oriented para-
digm.The lifetime of a cooperation association for a set of objects is specified in
terms of certain events in the application. The effects on the distribution are speci-
fied in terms of distribution associations on these objects.

Fig. 3.3 A hierarchy of islands

gate of an island

external reference

closed island open island

internal reference



10

It is possible to infer simple cooperation associations by an automatic textual
analysis of the application. One example is the cooperation between anexclusive
object; i.e. an object with exactly one owner-object at any time, and its current own-
er-object. The effect of such a cooperation would be a mutable dynamic collocation
of both objects, following the simple heuristic described in the previous chapter. It
is not clear how further kinds of cooperations could be derived from an analysis or
from a monitoring of the dynamic behavior of the application or how their lifetime
and effects on the distribution could be inferred. A more precise description of co-
operation scenarios as part of the programming language would improve the situa-
tion substantially.

The description of a cooperation association must specify the creation and de-
struction time, the involved objects, how to name them, the effects on the distribu-
tion associations of them as well as the type of objects it is applicable to. A coop-
eration class is used to describe the common properties of similar concrete cooper-
ations that are then considered to be instances of this class. Cooperation classes can
be bound to type-conform objects of the application. They can determine the coop-
eration this object can get involved in and therefore lastly its distribution behavior.
Several cooperation classes may be statically or dynamically bound to an object.
The description of a cooperation class consists of the following parts:

• type of the cooperation class
The type of the cooperation class determines which objects it can be used upon.
Objects of different type can observe different kinds of events. The type there-
fore impacts the lifetime specification.

• lifetime specification of instances
The basic events of the application system are the creation and destruction of
bindings to variables. The lifetime of a cooperation can be described as pairs of
certain basic events; like the creation or the destruction of a binding of an object
to an instance variable, the start or end of an invocation and even the creation
or destruction of cooperations. The creation and destruction events can be made
more specific by using conditionals on the state of the involved objects.

• specification of the involved objects
The specification of a creation event not only has to determine the creation time
of the cooperation but also the objects that are involved in it and a way to name
them. An event like the begin of an invocation allows the naming of the caller,
the callee and the argument objects. An event like the creation of a cooperation
allows the naming of the objects involved in it.
The objects in a cooperation play a certainrole in it. The cooperation class de-
scribes all roles and how the objects actually involved are bound to them.

• specification of the distribution associations
The effects of a cooperation on the distribution associations of the role objects
must be specified. The resolution of conflicts and the acceptable migration-
overhead for the creation and the maintenance of the distribution associations
must be given.

Figure 3.4 shows the most important aspects of the creation and destruction of an
instance of a cooperation class. A cooperation class bound to an object (calledini-
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tiator object) is instantiated if one of the creation events is observed within the ob-
ject. The involved objects are bound to the roles and their distribution associations
are created appropriately. When the destruction event that corresponds to the cre-
ation event is observed, all created distribution associations and the cooperation are
destroyed. An object may be involved in several cooperations at a time and may
even be their initiator.

4 Existing Approaches

Most existing distributed programming languages were created by extending an al-
ready existing programming language. The description of the decomposition into
distribution units and their distribution is therefore part of the extensions made re-
sulting innon-uniform distributed languages. The decomposition is achieved by ex-
plcitly declaring clusters, likeprocessor modulesin Starmod[8] or guardians in Ar-
gus [16], that can be assigned initially to nodes. This leads to the definition of rel-
atively coarse-grain clusters that cannot be moved frequently because of the
involved overhead. Mobility therefore is only considered for load balancing.

Object-oriented programming languages suggest a more fine-grained approach to
distributed computing usingmobileobjects that can be migrated dynamically.Em-
erald was the first fully implemented language that pursued this approach. It uses a

cooperation class

creation
event

destruct.
event

pairs

distribution
actions

roles

initiator object initiator object

binding of the

distribution
actions
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cooperation
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Fig. 3.4 Creation and destruction of a cooperation
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data-flow analysis to infer clusters and provides a sort of asymmetric collocation as-
sociation calledattachment. Objects can be migrated as an operation on it (move)
or as part of the parameter-passing (call-by-move/call-by-visit) [14]. Systems like
Amber [6] and [10] provide just run-time support.

MONACO [19] is an approach that allows at least a partially separated distribu-
tion description for object-oriented languages.MONACO is focussing on the auto-
matic inference of class-based dynamic collocation rules by monitoring test runs of
the application. Annotations in the classes are used to support this.

5 Conclusion

Developing distributed systems is a complex task. The distribution transparency of
a distributed programming language reduces the complexity significantly but pre-
vents using the distribution to optimize the cooperation and to achieve functional
properties of the application. Existing approaches frequently give up distribution
transparency and therefore reusability in favor of using the distribution. The adap-
tation of the distribution of an application to changes in the requirements of use or
the distributed computer system can hardly be obtained.

The approach presented avoids these problems by using a separate orthogonal
distribution language that does not compromise the distribution transparency of the
programming language and therefore does not compromise reusability.

The generalization from the distribution of objects on nodes to the distribution
on arbitrary loci, e.g. capsules, opens the possibility to describe a large number of
functional properties or static and dynamic optimizations as long as they are orthog-
onal to the semantics of the application.

Currently the conceptual design of the distribution language has been completed.
Its full description can be found in [11].
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