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Abstract. Complex software systems, like operating systems and middleware, 
have to cope with a broad range of requirements as well as strict resource con-
straints. Family-based software development is a promising approach to de-
velop application-specific systems from reusable components. However, once 
statically configured, these systems still need to adapt at runtime according to 
the dynamics of the environment. The majority of the concerns in the complex 
systems, that need to be adaptable, are crosscutting. With the application of 
Aspect-oriented Programming (AOP), these concerns can be cleanly encapsu-
lated, and then dynamic AOP can be applied for the adaptations to be con-
tained, and applied at runtime. An efficient dynamic aspect weaver is needed 
for the dynamic weaving and unweaving of these crosscutting concerns into the 
system. None of the currently available dynamic weaver can be optimized ac-
cording to specific application requirements. In this paper we present the fam-
ily-based dynamic weaver framework that supports the static as well as dy-
namic weaving and unweaving of the aspects to the components. By applying 
the program family concept, the system itself as well as the dynamic weaver, 
built on top of it, is tailored down to provide only the features or services re-
quired by any particular application.  

1   Introduction 

The complex software systems, like operating systems and middleware, are notorious 
for their problematic structure due to the high degree of crosscutting concerns. These 
systems are, traditionally, designed and built to provide a wide feature set to suit the 
needs of multiple problem domains. The extra features not used by an application 
contribute to unnecessary code size and configuration complexity.  

These conventional software systems are not suited for use in some particular envi-
ronments, for example, distributed embedded environments, as they need to scale 
with specific requirements, pertaining both to the hardware as well as the software 
level. Thus, it is quite a nightmare to build a system that could fulfill all the require-
ments of different applications, and still will be economical in terms of resource con-
sumption. The solution is to be able to tailor down the system so that it provides only  



the services needed by any particular application. This leads to a product-line or fam-
ily based [10] approach, where the variability and commonality among system family 
members is expressed by feature models [11].  A crucial point is the mapping of all 
selectable and configurable features to their corresponding, well encapsulated, im-
plementation components. Many of the features that need to be adaptable or recon-
figurable in these complex systems are crosscutting in nature. This means that their 
encapsulation is limited, as their implementations crosscut, and thus hinder adaptabil-
ity and granularity in the family-based development. This makes it almost impossible 
to implement them as independent encapsulated entities and thereby restricts modu-
larity, variability and granularity.  Some examples of such crosscutting concerns are 
security, distribution, scheduling, transaction, fault tolerance, quality of service (QoS) 
and logging.  

Aspect-Oriented Programming (AOP) [1] is applied for the localization and encap-
sulation of such crosscutting concerns into modules called aspects. The aspect code 
guides a tool, the aspect weaver, inserting code fragments specified by the aspect 
code into locations where they are required. These insertion points are called join 
points.  AOP complements object-oriented programming by allowing to modify the 
object-oriented model, statically (static weaving) as well as dynamically (dynamic 
weaving), to create a system that can grow to meet the new requirements. A well 
directed application of AOP principles in the development of family-based systems 
lead to a high variability, modularity and granularity of the selectable system features, 
as their implementations can not only be encapsulated by classes, but also by aspects. 
This potentially results in very flexible systems that offer configurability of even 
fundamental architectural properties [2].  As an example, figure 1 shows a part of an 
operating system product line feature model, where features are mapped to those 
classes and aspects that provide their implementation.  

For adding and removing the features realized as dynamic aspects in the adaptable 
family-based systems, there is a need of an optimized dynamic weaver. Dynamic 
weaver enables the dynamic aspects to be woven and unwoven from the system on 
the fly, which makes it useful for rapid prototyping and enables the systems to adapt 
their services in response to changes in the requirements. Most of the existing weav-
ers are not suitable for all domains because of either their excessive use of resources 
or application-specific solutions. Here again, we apply the family-based approach and 
come up with a family-based dynamic weaver. An application-specific tailored 
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weaver is constructed from the weaver family by leaving out as much as possible and 
selecting only those features, which are required to fulfill the applications demands. 
Besides a fine-grained selection of the available AOP features (required AOP fea-
tures), it is especially possible to exploit a-priori-knowledge about the system and its 
execution environment. This results in a much optimized, low-cost application-
specific dynamic weaver.  

This paper is organized as follows. Section 2 describes the family-based concept in 
combination with AOP. In section 3 we will be discussing some of the available dy-
namic weavers.  Section 4 presents our family-based dynamic aspect weaver ap-
proach along with the feature model developed. In section 5, the main architecture 
and implementation details of our dynamic weaver are presented. Section 6 shows 
some results from the different variants of the weaver and their memory consumption. 
Section 7 concludes the paper along with some further research areas.  

2   Family-based Software Development with AOP 

We are shifting the focus from the development of single software systems to a fam-
ily of systems (product-line). The same holds true for the dynamic weavers as well, 
which are built on top of such systems, to support reconfiguration of features realized 
as dynamic aspects. Family-based development allows supporting applications with 
their desired specialized family member, which provides all the necessary functional-
ities but omits any functionality or service not required by the application. This makes 
it possible to achieve the desired application-orientation, and to reduce the memory 
and run time consumption.  

A set of programs is considered to be a program family if they have so much in 
common that it pays to study their common aspects before looking at the aspects that 
differentiate them [10]. Domain engineering [11] helps us to accomplish the family-
based software development. Feature-oriented domain analysis is performed to cap-
ture the commonalities and variabilities of the systems in a domain. A feature model 
represents a hierarchal decomposition of features including the indication of whether 
or not a feature is mandatory (each system in a domain must have certain features), 
alternative (a system can possess only one feature at a time) or optional (a system 
may or may not have certain features). These different feature types are explained in 
figure 2. There are two stages where AOP is applied to family-based systems for 
adaptation. 

2.1   Static Weaving for Static Adaptation  

The user selects from the features presented in the feature model, and set defaults 
according to the needs of the application. A variant management system is used to 
specify default dependencies in the feature model to prevent the combinatorial explo-
sion of the variants [13]. It provides a graphical user interface, which displays a hier-
archical representation of the feature model of the product family. The user selects 



feature nodes, which are mapped onto implementation components.  This process of 
selecting features and setting defaults to generate a member of the family of products 
is known as application engineering [11]. This information is fed to generators, which 
output and build the final product. The static aspects are superimposed onto the pri-
mary functionality in an additive manner without altering the existing architecture. 
These aspects, which are woven, cannot be removed or reconfigured later during the 
runtime. The result of static adaptation is an application-specific product, which con-
tains only those features, which are needed by the application. The whole process is 
completely automated and does not require any hand coding. 

2.2   Dynamic Weaving for Dynamic Adaptation  

Once the system starts running, it may be subject to the changing requirements during 
runtime. This is especially true in complex distributed systems, which exhibit strong 
dynamics. Several approaches have been adopted to achieve dynamic adaptation and 
reconfiguration of the software systems during runtime. Some try to provide adapta-
bility by using patterns in several features [5]. However the customization resulting 
from this approach is still unsatisfactory as it leaves hooks in the core code, and null 
strategies substitute for the excluded features. This adds to the complexity of code as 
well as to the memory footprint. Other approaches suggest the use of reflection and 
component frameworks [6, 7, 8]. In some of these approaches, the system implemen-
tation adapts itself according to the changed environment by means of selecting dif-
ferent implementation strategies. These approaches mainly address the customizabil-
ity and adaptability aspect of the systems. The drawback of these techniques is that 
these have rather large memory requirements and also incur performance overhead.  

Dynamic weaving is a natural choice for implementing an adaptable system due to 
the reason that it can apply code retrospectively to a running application [9]. Dynamic 
weaving helps avoid the recompilation, redeployment and restart of the application. 
The dynamic adaptation of complex software systems is generally dependent on poli-
cies, which all tend to be crosscutting concerns, and, hence are realized as dynamic 
aspects. Dynamic weaving is basically an autonomous policy coordination facility 
that allows system to continuously adapt itself to a changing environment by deter-
mining which policy needs to be changed and how policies are recombined so that the 
system can keep performing well.  Thus, for performing the job of weaving and un-
weaving of features, realized as dynamic aspects, the dynamic weaver is an integral 
feature in the feature model of our family-based adaptable software systems.  

3   Related Work 

Different approaches have been proposed by the AOSD community for dynamic 
weaving. Most of the existing approaches target the Java domain. These are generally 
based on Java-specific APIs, JVM Debugging Interface, static instrumentation, run-
time byte code manipulation or virtual machine extensions [3, 12, 14, 15, 16, 20, 27]. 



Most of these Java-based approaches offer different performance penalties like execu-
tion speed (execution in debugging mode), memory consumption and join point sup-
port etc. 

We are working in the C/C++ domain, and are more interested in the work being 
carried out in the C/C++ domain. There are several approaches in the C domain [17, 
24, 25, 26]. In these approaches, hooks are inserted into the base program at weave 
time at all affected joinpoint positions. Arachne [17], TOSKANA [24] and TinyC2 
[26] are all based on binary code manipulation. These approaches use debugging 
information or symbol tables, produced by the compiler, to rewrite the binary code 
dynamically to inject the aspects. New version of Arachne is able to do the instru-
mentation of the binary code at weave time. TinyC2 makes use of Dyninst instrumen-
tation system for supporting runtime weaving. TOSKANA is designed specifically for 
in-kernel functions and is being employed for supporting autonomic computing func-
tionality via dynamic aspects for operating system kernel.  

We know only one approach which is specifically targeting C++ domain [18]. In 
this approach, aspects are woven by registering them against a runtime registration 
system. The original C++ code is instrumented, either by hand or with the help of 
tools, to call the runtime system at each potential joinpoint. The runtime system then 
calls all aspects registered for this joinpoint. There are also some proposals in the C++ 
domain for making use of low level virtual machine running on top of a microkernel 
system in cooperation with an aspect deployment service [25]. 

Even the approaches proposed for the C/C++ domain have some limitations. This 
is especially true for the DAO C++ approach [18], where the runtime system has to be 
called at each potential joinpoint and, thus, result in large performance overhead. 
Also DAO C++ supports only a limited joinpoint model, namely the execution of 
before and after advices. This system could be improved by making use of some 
joinpoint filtration mechanism to instrument only the joinpoints of interest. The bi-
nary code manipulation approaches have better performance since the overhead due 
to the static insertion of hooks is minimized. But these approaches have other short-
comings like they are machine and compiler-specific solutions, and therefore not 
applicable for the broad spectrum of hardware platforms in the domain of, for exam-
ple, embedded systems. These approaches are further restricted to the amount of 
available symbolic information in the executable code. Moreover, all of these ap-
proaches provide a fixed runtime support system. This means that they cannot be 
scaled according to the requirements of any particular application.  

4   Family-based Dynamic Weaver 

Different applications can have different requirements from the dynamic weavers. In 
consideration of the specific demands of certain applications, it becomes extremely 
difficult, if not impossible, to successfully adapt any of the existing weavers. Thus, 
the dynamic weavers are required to be designed to specifically support the execution 
of applications under any sort of environmental constraints. 



A family-based dynamic weaver is able to target a wide range of applications in-
cluding embedded systems with very small memories. Applying program family 
concept, a domain analysis is performed for dynamic weaver’s domain. A feature 
diagram is drawn to capture the commonalities and variabilities of the weavers as 
shown in figure 2. By applying the program family concept, not only the system it-
self, but the dynamic weaver as well, is tailored down to provide only the services or 
features required by a particular application, resulting in a very economical and appli-
cation-specific solution. “Less demanding’ applications are no more forced to pay for 
the resources consumed by unneeded features.  

The family-based weavers are based on the technique of runtime aspect registra-
tion, but can be tailored down according to the specific application requirements. The 
dynamic weavers are constructed from the feature model by selecting only the re-
quired features. Each selected feature has certain cost associated with it in terms of 
the runtime and memory, and hence selection of features is totally dependent upon 
the specific application requirements and the memory available.  

Our approach makes it possible to build low-cost dynamic weavers by exploiting 
the before hand knowledge “a-priori-knowledge” about the system (domain analysis), 
and its execution environment. This helps tailor down the dynamic weaver infrastruc-
ture according to specific application requirements. In certain applications such as 
embedded systems, there is not much variation in terms of the information regarding 
classes, since the set of classes, and thereby the set of available joinpoints, is usually 
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known in advance. Thus, when constructing a dynamic weaver for such systems, the 
feature “JoinPoints Known” is selected. This enables to do compile time matching of 
the aspects to their respective join points for which they will later be registering them-
selves. In some systems, there might be requirements to apply aspects in specific 
modules, such as the potential points of interest for system strategies and other cross-
cutting concerns. The vast majority of joinpoints in a system is never used by any 
aspect, as many joinpoints hardly contribute to the application semantics. The execu-
tion or control flows of basic library functions, for instance, can be considered as 
such "low-semantics joinpoints". Thus, in our approach, it is possible to explicitly 
filter the huge set of available joinpoints to a quite small subset by selecting the fea-
ture “JoinPoints Filtered”, which results in a very efficient system, since unnecessary 
checks are avoided at each joinpoint.  

If even the set of potential aspects is known in advance (“Aspects Known”), it is 
possible to generate such a filter automatically from their pointcut descriptions and 
thereby, registering only those joinpoints, which are going to be affected by the as-
pects. Furthermore, if the number of aspects is known in advance, it is possible to fix 
the size of runtime advice lists associated with each joinpoint, and thereby, avoiding 
the use of costly dynamic data structures.  

In some cases, there is a need to define the order of execution “AspectsOrder” of 
the advices, to resolve the conflicts between different advices, affecting the same 
joinpoints.  The order of activation is supported in static weaving technologies like 
AspectC++ [19], AspectJ [4]. In certain dynamic weavers it is not allowed that more 
than one aspect can affect the same join point. Thus, in such dynamic weaver con-
structions there is no need to select the feature “AspectsOrder”.  Moreover, if all the 
aspects are known in advance “AspectsKnown”, then the order of advice execution 
can be defined and resolved statically, saving runtime.  

The joinpoint model can also be defined, as per the application requirements, by 
selecting only those features from “Supported AOP Features” which are needed, and 
same is the case regarding support for different type of advices (before, after, 
around), and for changing the static structure of (“Introductions”) the program. 

In the case of extensible systems, the feature “ExtensibleSystem” is needed to be 
selected. The selection of this feature means that dynamic aspects can not only be 
applied to the main application, but also to the extension modules. A more detailed 
description of how this feature enables the dynamic aspects to be woven in distributed 
environment will be provided in the next section.  

The different instances of the weaver are generated completely automatically by 
the variant management tool by selecting the required features. This truly application-
oriented weaver construction drastically reduces the costs (in terms of performance 
and memory consumption) of the dynamic aspect weaving infrastructure. If the set of 
effective joinpoints is small, it should even be feasible to implement dynamic aspect 
weaving as efficient as dynamic class loading.  



5   Dynamic Weaver Implementation  

Aspect weavers should be able to support both static as well as dynamic weaving, 
thus combining the advantages of both techniques. Aspects that do not need to be 
adapted at runtime should be woven statically for performance reasons. In the follow-
ing subsections, we give an overview of the subset of the features currently supported 
by our family-based weaver, the weaver architecture, and a discussion of the different 
variants that can be instantiated from the feature model. The architecture consists of 
three main modules: 
 
• Weaver Binding  
• Run-time monitor  
• Dynamic Aspects (shared libraries) 
 
All these modules are completely independent of each other. In this specific construc-
tion of the family member, the main aim is to provide low-cost dynamic weaving. 

5.1 Weaver Binding  

The weaver binding generates information about the joinpoints in the system. This 
could be a symbol table, generated by the compiler, in the case of binary code ma-
nipulation employed as a weaver binding, or a joinpoint information repository, in the 
case of static weaver employed as a weaver binding etc. The selection of the binding 
mode is completely dependent on the specific application requirements.  

In the current implementation of the different variants of the weaver family, 
“Static Weaver” is used as a weaver binding for code instrumentation. Use of a static 
weaver as a binding mode helps support both static as well as dynamic aspects. Here, 
the main idea is that all the potential dynamic joinpoints can be controlled by a static 
aspect implementation. There are some available static weavers like AspectJ and 
AspectC++, but again this selection is dependent on the specific application require-
ments. We are using AspectC++ for this purpose. AspectC++ is an extension to C++, 
and facilitates to have a dynamic weaver with a very small memory foot print. The 
code below shows, for example, how we are hooking the execution joinpoints in the 
base code of some application by making use of pure virtual pointcut in the static 
aspect.  

 

aspect beforeafterInstr{ 
pointcut virtual dynamicJPS() = 0; 
public: 

          advice dynamicJPS():around(){ 
    monitor->BeforeAdviceList(JoinPoint::id ()); 
    tjp->proceed();  //method itself is called 
      monitor->AfterAdviceList (JoinPoint::id ()); 
              } 
}; 



aspect beforeafterExe:public beforeafterInstr{ 
pointcut virtual dynamicJPS() = execution("% ... :: %()" ); 

}; 
 

It can be seen from the above code that the around advice is not supported in this 
specific variant. Thus, by means of derived aspects, joinpoint filtration mechanism is 
performed. This results in minimal hooks being inserted into the component code and 
hence, provides us with an efficient and portable dynamic weaver.  

5.1.2   Runtime Monitor 

The runtime monitor is responsible for coordinating between the aspects (advices) 
and the component code (e.g. “class Buffer” in figure 3). All the joinpoints and as-
pects are registered with the runtime monitor.  

In our different variants implementations, static AspectC++ weaver generates an 
XML based file containing information about the joinpoint signatures and their 
unique ids, which are going to be affected by the dynamic aspects. The joinpoints are 
registered with the runtime monitor. This information is used by the runtime monitor 
to create data structures for each potential dynamic joinpoint.  

5.1.3   Aspects 

We are working to build a weaver family, where the static as well as the dynamic 
aspects could be described with a single description language. Whenever some advice 
registers with the runtime monitor, it carries with it information about the joinpoints 
that it is going to affect. The list of joinpoints registered with the monitor is traversed 
to find out the joinpoints on which this advice is interested. Three lists of pointers to 
before, after and around advices are maintained against each affected joinpoint. If 
there is an around advice registered for some joinpoint, then it means that the around 
advice is executed instead of the joinpoint. 
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Fig.  3.  Dynamic weaver architecture with static aspect as weaver binding mode 



In our current implementation, static aspects are described using AspectC++ lan-
guage, and the dynamic aspects are simple C++ classes. The dynamic aspects are 
shared libraries, and so the advices are loaded at runtime.  In the case of non-
extensible systems, the compilation process of the dynamic aspects is shown in figure 
4.  The pointcut expression describes the joinpoints of interest by means of string 
matching and wild cards. The XML file contains the joinpoint signatures and their 
unique ids. At the compile time, pointcut evaluation is performed by extracting id 
information from the respective XML file, to find out the ids of the joinpoints that are 
going to be affected by the dynamic aspects. Thus, at runtime, id matching is per-
formed instead of joinpoint signature matching, which results in an efficient runtime 
system. Once ids are extracted, they are compiled in combination with the dynamic 
aspect with a standard gcc compiler.  The object file is converted into a shared li-
brary, which can then be loaded and unloaded at runtime into the system by means of 
“weave” and “unweave” commands from the shell.  But in the case of extensible 
systems where the aspects, already into the system, might be required to affect the 
modules coming later into the system, this poincut evaluation is completely done at 
runtime. In our implementation, more than one advice can affect the same joinpoint. 
Therefore, the feature “AspectOrder” can be selected from the feature model in order 
to resolve the conflicts between multiple advices. In such variant of weaver, each 
advice carries with it, its priority number. So when a certain joinpoint is reached, 
then, these advices are executed as per their priorities or order of execution.  

5.2   Dynamic Weaver Implementation in Extensible/Distributed Systems  

A dynamic weaver variant to support weaving aspects into the modules loaded later 
into the running system can be generated from the feature model by selecting the 
feature “ExtensibleSystem.  

In such a scenario, in the start, we have the “main application” running, which is 
affected by a static aspect, as shown in figure 5. This produces information of dy-
namic joinpoints of the main application in the form of an XML file, named as 0.acp. 
The main application, as well as each module, either remote or on the same machine, 
added later to the system, has its unique runtime monitor object, which registers itself 
with a monitor registering object called “MonitorRegister”. The registration of moni-
tors happens only in the case of extensible systems. In case of non-extensible systems, 
no such monitor registration is employed, thus, saving resources. Additional modules 
are loaded into such extensible system at runtime. The same static aspect affects all 
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the new modules, and produces their corresponding joinpoint information files (.acp 
files). We could have used separate static aspects for the instrumentation of these 
different modules, but this purely depends upon the specific application requirements. 
In our proposed mechanism, it is possible to generate a customized weaver for each 
of the modules separately, but this is again a question of specific application require-
ments. The white indicate each module registering its monitor object with “Monitor-
Register”. Each of these monitor objects is associated with a specific module, and 
hence, only registers dynamic joinpoints and aspects for its respective module. Dy-
namic aspects for extensible systems can specifically be compiled to affect only the 
main application, one of the modules, multiple modules or some combination of the 
main application and the modules.  While writing the dynamic aspects for different 
modules, first the monitor object for a specific module is extracted from the monitor 
repository (MonitorRegister). The joinpoint repositories might be located in different 
remote locations. The developer has access to the joinpoint repositories for different 
modules as well as to the main application. This enables him to write an aspect which 
could affect any joinpoints of interest in the whole system, whether it is any combina-
tion of modules or the main application. 

6   Results  

Dynamic weaving is generally an expensive approach and is not affordable in re-
source constraint domains like embedded systems. The idea of family-based weavers 
enables to produce a very optimized and low-cost dynamic weaver, which could be 
viable for even resource constraint systems. Our approach has advantages over other 
existing approaches in two ways. First, it allows for the optimization of the runtime 
support for each application according to its specific requirements in comparison to 
the generally fixed runtime support offered by other available dynamic weavers. And,  
secondly, our approach allows for the minimal hooking of the base code to build a 
weaver which is efficient and highly portable. 
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6.1   Cost of Runtime System 

Our approach makes it possible to build dynamic aspect weavers with as much 
runtime support as one application can afford. Each feature in our dynamic weaver 
feature model has a fixed cost, associated with it in terms of memory consumption. 
Table 1 shows cost in terms of byte consumption of some of the features from the 
dynamic weaver feature model. One example of saving resources by making use of 
before hand knowledge of system can be observed from the different cost of advice 
features presented in the table. If the number of aspects, going to affect the system, is 
known in advance, the cost of “before”, “ after” and “around” advice supported by 
the runtime system falls around 22%. This is due to the reason that in the case of the 
feature “AspectsKnown” selected in combination with any of the “before”, “ after”, or 
“around” advice features, each of these advice features is mapped to the implementa-
tions that make use of fixed size arrays. The size of array is defined by the user while 
generating the dynamic weaver from the variant management tool according to the 
before hand knowledge of the number of the aspects going to affect the system. In the 
case of the number of aspects not known in advance, the different advice features are 
mapped to implementations that use costly dynamic structures. This results in a more 
expensive system in comparison to the one with beforehand knowledge of the number 
of aspects.  Furthermore, the cost of the feature “AspectsOrder” is quite considerable 
(2155 bytes). This feature is needed to be selected only if the different advices com-
ing into the system for the same joinpoint have interdependencies, which is not a very 
usual case. The weaver becomes considerably expensive if it is to be constructed for 
extensible systems. The cost of the feature “ExtensibleSystem” is the maximum in the 
whole feature model and stands at 5078 bytes of memory.  

Table 1. Feature cost in terms of memory consumption 

 Features Cost in Bytes 

1 before 1192 

2 after 1192 

3 around 1331 

4 AspectsOrder (order of execution) 2155 

5 ExtensibleSystem 5078 

6 before (Aspects Known) 934 

7 after (Aspects Known) 934 

8 around (Aspects Known) 1034 
 

Figure 6 illustrates that as we move towards more support for dynamism in build-
ing the dynamic weavers, we pay more in terms of resources. Three different variants 
of the dynamic weaver family are depicted in the figure along with their memory 
consumption. It can be seen that the construction of the first variant (1) is the lightest 
one in terms of memory consumption. The features supported by the first variant (1) 
are limited as shown in the figure. If more support for dynamism is required like that 
of the third variant (3), more features have to be selected from the feature model. This 



means that the construction becomes more expensive. It can be noted from the graph 
that there is significant difference in memory consumption between the variant sup-
porting only one type of advice (1) and the other one (3) which is extensible, supports 
all types of advices and their order of execution. The memory cost of different vari-
ants of the dynamic weaver ranges from 11045 bytes to 23315 bytes. This means that 
the construction of a dynamic weaver with maximum dynamism would consume at 
least twice as much memory as the one with the lightest construction. The goal, while 
constructing a dynamic weaver for any application, is to get to some point in the 
graph in figure 6, where we are not exhausted of the resources and we have as much 
features added to our weaver construction, to support dynamism, as possible.  

 

6.2   Minimal Hooking Approach  

Binary code manipulation approach is cheap in terms of resource consumption, but it 
is not portable and carries limitations like compiler and architecture-specific imple-
mentation, fixed runtime support etc.  

 Code instrumentation avoids these problems and provides a very portable solu-
tion. However, there are certain costs associated with code instrumentation. Firstly, 
the instrumentation of all the joinpoints results in a large memory overhead. Sec-
ondly, it is expensive, because the instrumentation of all the joinpoints result in se-
vere performance overhead because of checks performed, at runtime, at each join-
point to find out if there is any advice registered. As one experiment with our weaver, 
we took an open source webserver called “MyServer” [23], implemented in C++, to 
illustrate this point. We instrumented all the joinpoints of “MyServer” including all 
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the call and execution joinpoints. There were, in total, 1830 joinpoints instrumented. 
The code size of the executable increased 7.04 times from 102597 bytes to 722589 
bytes. This fully instrumented version of server considerably slowed down in terms of 
the average response time, and the number of connections handled per second.  

 However, in practice full instrumentation will rarely be needed. The adaptable 
features are generally affecting a limited number of joinpoints, and therefore we ar-
gue that, in no case, there is a need to instrument all the joinpoints. As an example, 
consider synchronization in operating system kernels.  In a previous paper [21], we 
described the aspect-oriented implementation of a specific synchronization policy in 
the PURE operating system [22]. An analysis of the source showed 166 different 
affected joinpoints spread out over 15 classes. Other synchronisation policies might 
affect some additional joinpoints of the system later on. Even the union of all join-
points which might be affected by synchronization policies in the future is still much 
smaller than the thousand of potential joinpoints which exist in the whole system.  
Therefore, for the adaptation of synchronization policy, hooking is required only in 
this relevant subset of joinpoints and not in all the potential joinpoints of the system.  
Thus, for the adaptation of any global policy, a subset of the joinpoints is first needed 
to be derived from the union of all the anticipated joinpoints on which a particular 
policy is expected to affect.  

Our approach makes it possible to explicitly filter the huge set of available join-
points to a quite minimal subset, like the potential points of interest for system strate-
gies and other cross-cutting concerns (“JoinPoints Filtered”). This minimal hooking 
approach enables us to avoid unnecessary memory overhead and performance costs.  

7   Conclusion and Future Work  

This paper illustrates how the ideas of program family concept are applied to the 
dynamic aspect weaver domain to build application-specific dynamic weavers to 
support for the runtime reconfiguration of crosscutting features in the family-based 
software systems. Most of the concerns in complex software systems that need to be 
adaptable are crosscutting. AOP is applied for the localization and encapsulation of 
such crosscutting concerns. The implementations of the features that exhibit crosscut-
ting behaviour are mapped by aspects in the feature models. For the weaving and 
unweaving of such features at runtime, dynamic weaving is employed. To reconcile 
our demand on minimal resource usage with (inherently expensive) dynamic weav-
ing, we presented a configurable weaver family. Family-based dynamic weaver is 
presented as a mandatory feature in the development of a complex family-based 
adaptable software system. Thus, the software system, as well as the dynamic weaver, 
is customized according to the specific requirements of any application by selecting 
only required features from the feature model.  Moreover, many of the features, 
which we offer in the feature model of the dynamic weaver, for example around ad-
vice and instrumentation of call joinpoints, are not yet supported by other dynamic 
weavers in the C/C++ domain. Most of the other existing weavers are targeting spe-
cific applications, and so do not have scalability problems yet. A simple example 



where we could think of constructing customized dynamic weaver would be of some 
embedded system with very small memory in the range of, for example, a few hun-
dred of Kbytes. Now while doing application specific construction of a dynamic 
weaver for such systems, we can select features from the feature model to have as 
much degree of dynamism as memory space allows.  The result would be a dynamic 
weaver which would be able to fully utilise the available memory space and allow us 
with as much dynamism as we can afford. 

As a future work we intend to extend the AspectC++ compiler to have a single 
language approach. This would mean that both the static as well as the dynamic as-
pects could be written with the same AspectC++ language. It will be decided only at 
the configuration time, whether some aspect has to be static or dynamic, depending 
purely on the application requirements and resource availability.  
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